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Availability
The software module is available from https://github.com/DCGM/semANT-TextBite.

Python distribution package is available for download at https://pypi.org/project/textbite,
installed as “pip install textbite”.

License
BSD 3-Clause License

Usage
This software provides a semantic layout analysis on top of plain OCR output. TextBite
enhances a PAGE XML description of an analyzed page by introducing title elements,
clustering text lines in semantically related parts (chapters, articles, dictionary entries, …),
reading order and altering already present regions as needed. All of this new information is
stored in a standard way described by the PAGE standard, allowing for further processing.
See Fig. 1 for an overview of the process.
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Fig 1. Application of TextBite on a new input document. First, the Pero OCR is used to get the
basic layout of the document, TextBite is then applied to extract logical elements.

The package is designed for usage as a command line application, processing pages in
batches, as given by folders of files.

Requirements
The core functionality is platform-independent.

https://github.com/DCGM/semANT-TextBite
https://pypi.org/project/textbite


Python in version 3.7 or higher is required, alongside packages pero-ocr and
ultralytics on top of common packages such as numpy. All of these requirements are
covered by the standard installation procedure.

There is no compute-heave operation in TextBite that would require the usage of
acceleration hardware, any modern CPU is sufficient for reasonable speed of operation.

Technical solution
The core of TextBite is a detector model based on YOLOv8. This detector identifies logical
chunks directly in the image of the page. These detections are then merged with the
available region and textline information to provide an enhanced page representation.

To train the detector, we have collected a custom dataset of publicly available pages from
the Czech Digital Library. To promote diversity of the dataset, pages were specifically
sampled to cover periodicals, dictionaries and books as major classes of documents,
complemented by completely random pages from the whole collection. These pages were
annotated for logical units by volunteers. For the current version of TextBite, ca. 1600 pages
were used for training and ca. 100 were kept for validation and testing each.

Regions identified by the volunteers as logical units were then aligned with textlines detected
by the Pero system to provide a precise annotation for training and evaluating the detector
model.

When deployed, TextBite operates in five steps: (1) The detector provides rectangular
predictions of continuous logical parts. These (2) are aligned with textlines provided in the
corresponding XML. As needed, text regions in the XML (3) are refined to match the logical
boundaries provided by the detector. Once this is done, we conservatively (4) link the
individual parts together, typically merging text regions with their preceding titles. Finally, this
information (5) is stored in the XML as described below in section Output format. Breakdown
of accuracy of the system is provided in Table 1, several commented examples are given at
the end of this document.

Table 1: Performance of TextBite on validation data, reported as V-measure between
predicted segmentation and ground-truth [%]. Note that document categories are sorted by
number of examples, i.e. there is the least number of book pages – motivated by the fact
that there is the least variability in them, whereas newspapers come in very many different

sizes and layouts.

Page type Books Dictionaries Periodicals

# pages 15 30 45

V-measure 73.4 88.3 84.6

During development, we have experimented with clustering of textlines and/or text regions
based on graph neural networks, however these approaches have not yielded a reliable
performance. Enforcing robustness in these models is the next step in enhancing capabilities
of TextBite in the future.

https://pero-ocr.fit.vutbr.cz/


Publicly available model
We publish a detection model trained on a diverse mixture of various documents annotated
for logical chunks of data (books, periodicals of various layouts, dictionaries). The model is
available online. The overall V-measure of TextBite using this particular model is 86 %,
measured on validation data.

Software organization
This software has a single entry point – the executable textbite. In case TextBite was not
pip-installed, explicit paths need to be provided as per pyproject.toml.

The invocation of the executable looks as follows:

textbite --model model.pt --images-input pages-img/ --xml-input
pages-xml/ --xml-output textbite-out/

Here, the individual parameters stand for:

model A file with the detector model. Optional: If not given, the public model is
automatically downloaded (internet connection needed).

images-input
A folder with images of pages to be analyzed

xml-input
A folder with corresponding PAGE XML results of OCR applied to said
pages.

xml-output A folder for updated PAGE XMLs. In case it is the same as xml-input, the
XMLs are overwritten.

Output format
TextBite enhances the information in the PAGE XML in two ways: It (1) labels regions
containing article titles, chapter headings etc. using the type field of the region, e.g.:
<TextRegion id="r002" type="heading"> and (2), it introduces an explicit reading
order that groups regions constituting the logical chunks, e.g.:

<ReadingOrder>

<UnorderedGroup id="root">

<OrderedGroup id="bite_1">

<RegionRefIndexed regionRef="r002"
index="0"/>

https://nextcloud.fit.vutbr.cz/s/5xHQcgosNai9pwa


<RegionRefIndexed regionRef="r000"
index="1"/>

</OrderedGroup>

<OrderedGroup id="bite_2">

<RegionRefIndexed regionRef="r003"
index="0"/>

<RegionRefIndexed regionRef="r001"
index="1"/>

</OrderedGroup>

</UnorderedGroup>

</ReadingOrder>

Note that some elements of the page, such as a page number or an entries span in a
dictionary may be left out as they are not part of any of the semantic units.

These changes are in line with the PAGE XML definition.

Examples
Technically TextBite enhances PAGE XML description of the analyzed page (such as can be
obtained from pero-ocr application). Here, we present some examples by encoding this
information into coloring of individual regions.

https://www.primaresearch.org/schema/PAGE/gts/pagecontent/2019-07-15/pagecontent.xsd


Fig. 2: A simple book page. TextBite has correctly identified that there are (segments of) two
chapters, and linked the chapter header to the corresponding text. Note that page number is

not a part of any logical segment.

Fig. 3: A newspaper page with line advertisement. TextBite has correctly identified the
individual ads. Note that it tries to stay as faithful as possible to the regions detected in the

PAGE XML, including those that do not eventually correspond to actual text.



Fig. 4: Newspaper page of short news. Here, the original regions in the PAGE XML were
collating several articles together, therefore TextBite had to split them. Note that the resulting

regions (left column; upper part of right column) are simple rectangles, because the
detection model in TextBite has not been trained to perform fine detection of text regions,

allowing much faster operation.



Fig. 5: An example page from a dictionary. TextBite has correctly identified the individual
entries. Note that again, the irregular regions corresponding to individual notes were properly
incorporated to the respective entry. Unfortunately on this page, TextBite has failed to link

the end of the “Krátká oktáva” entry, which can be found in the right column.


